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HIGHLIGHTS

FASPTM Overview

Aspera’s FASP™ transfer technology 
is an innovative software that 
eliminates the fundamental 
bottlenecks of conventional file 
transfer technologies such as FTP, 
HTTP, and Windows CIFS and 
dramatically speeds transfers over 
public and private IP networks. 
The approach achieves perfect 
throughput efficiency, independent 
of the latency of the path and is 
robust to packet losses. In addition, 
users have extra-ordinary control 
over individual transfer rates and 
bandwidth sharing and full visibility 
into bandwidth utilization. 

Use Cases

• Enterprise-wide file movement

• High-volume content ingest

• High-performance content 
distribution

• FTP/SFTP replacement for high 
performance transfers

Benefits

• Maximum speed and predictable 
delivery times for digital assets 
of any size, over any distance or 
network conditions.

• Complete security is built-in, 
including secure end-point 
authentication, on-the-fly 
data encryption, and integrity 
verification.

• Massive concurrency and linear 
transfer performance scaling.

• File transfer times can be 
guaranteed, regardless of the  
distance of the endpoints or 
the dynamic conditions of 
the network, including even 
transfers over satellite, wireless, 
and inherently unreliable 
intercontinental links.
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1. INTRODUCTION 

With the explosive growth of file-based digital media in 

the creation, management and delivery of entertainment 

content, and similar trends toward file-based digitization of 

data across virtually all industries, fast and reliable movement 

of massive digital data over global distances is becoming 

vital to business success. The Transmission Control Protocol 

(TCP) that has traditionally been the engine of reliable data 

movement has inherent bottlenecks in performance, especially 

for wide area networks with high round-trip time and packet 

loss. The underperformance becomes most pronounced 

on high-bandwidth networks, where available bandwidth is 

wasted in idle transmission or transmission of redundant data. 

Conventional network file systems (NFS, CFS), file transfer 

protocols (FTP, HTTP), and even wide area block based storage 

protocols (iSCSI) that utilize TCP thus have severe performance 

bottlenecks while running over high-bandwidth WANs. In the 

LAN, block-based protocols such as fibre channel provide a 

high-speed data pathway, including in hybrid NAS systems in 

which the data path uses fibre channel and metadata moves 

over NFS, but inherent distance limitations and expense prevent 

fibre channel from being used in the WAN.

The performance bottlenecks for wide area data movement 

are perhaps most pronounced in the emerging technologies 

of “virtual data centers” and “high-performance computing 

clouds”, both public and private, which promise to consolidate 

and centralize global access to vast compute and storage 

systems, but in practice are constrained by the severe 

bottlenecks in accessing or moving data at distance. For 

example, cloud computing promises a geography-agnostic 

storage and service platform to facilitate information flows. 

However, such a large-scale platform cannot be well supported 

by traditional network file systems and transport protocols, 

because their performance is very sensitive to the distance and 

the associated packet delay and loss. To illustrate, copying a 

1GB file over an NFS mount between Amazon Web Services 

(AWS) nodes in Europe and USA runs at less than 5 Mbps 

and takes more than an hour to finish, whereas the available 

bandwidth is sufficient to copy the file at nearly 500 Mbps, 

finishing in less than 30 seconds, about 100X faster than 

NFS is able to perform! The latency in the order of hours is 

unacceptable to many asynchronous applications, not to 

mention synchronous collaborations in cloud computing.

As another example, the emergence of 10 Gbps WAN 

technologies has opened the possibility for ultra high-

speed transfer and access to file data around the globe, at 

breakthrough speeds. However, conventional file transfers 

fail to utilize the available bandwidth in 10 Gbps WAN. For 

example, two origin servers in a content distribution network, 

each on a 10Gbps WAN, and connected via public Internet 

around the world (300ms packet round trip time and 3% 

packet loss ratio), transfer data using rsync or FTP between 

themselves at less than 20 Mbps – 500X less than the available 

bandwidth. As we will see in the next section, Aspera FASP 

will overcome the network transport bottleneck, and deliver 

multi-Gbps aggregate network speeds, only to expose other 

bottlenecks in the end systems, such as in the disk I/O and 

network file systems provided by storage solutions. TCP-based 

transfer protocols and network file systems did not consider 

this last foot bottleneck for optimization, not when TCP was 

designed decades ago, and still not even today, as performance 

enhancement efforts continue to struggle with the first-order 

network throughput bottleneck. 

We emphasize that the bottlenecks to high-speed data 

movement are not caused by the network hardware or media 

itself, where the bandwidth indeed has been doubling every 

12-18 months in the past decades. Instead, these bottlenecks 

are artificial, caused mainly by the underlying protocols for data 

movement — file transfer (FTP and HTTP), network file systems 

(NFS and CIFS), and synchronization (rsync) — for which 

performance improvements have not kept pace with bandwidth 

capacity, especially for high-speed global WANs, which also 

have packet loss and high latency. Noting that the majority of 

these data movement protocols were developed decades ago, 

we believe that a new high-performance scalable transport 

protocol is needed, now.

Recognizing this gap, we first explore the various fundamental 

bottlenecks of TCP that impair conventional network file 

systems and transfer protocols, and then introduce in 

contrast the design principles of an innovative, patented data 

transport technology, Aspera FASP [1], as a solution capable 

of moving petabyte of data on a daily basis. The paper first 

summarizes the fundamental performance limitations of TCP 

including its congestion control and reliability. The associated 
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underperformance is qualitatively and quantitatively analyzed. 

Based upon this analysis, we describe the new rate-based 

data transmission technology that FASP provides to overcome 

the problem of bandwidth inefficiency. We not only present 

the necessary features (such as delay-based rate control and 

congestion-independent reliability) to render high performance 

but also explain why its features improve performance 

dramatically.

We further extend the discussion beyond the traditional domain 

of the wide area network and focus attention on the last “foot” 

of this data movement, the short path from the computer 

endpoint transferring the data, to the local storage appliance, 

either directly-attached or network-attached, inside a computer 

system or a data center. With Aspera FASP eliminating the 

bottlenecks of traditional transport over the network, the prob-

lem becomes one of a fast network with slow data storage. We 

study in this context, especially where the transmission rate is 

pushed to the full line speed for 1Gbps and 10Gbps WANs. Not-

ing that this last “foot” has often been ignored by the academia 

and stands as the key remaining bottleneck, we introduce a new 

patent-pending storage rate control to overcome this emerging 

new hurdle in data movement.

We conclude with a series of multi-Gbps wide area transfer 

benchmarks with five major storage vendors, for data transfer 

across storage area network (SAN), local area network (LAN), 

and wide area networks (WAN) between distant storage ap-

pliances, and explain the key engineering practices learned to 

maximize the transmission speed and efficiency. These systems 

demonstrate how Aspera FASP can be used as a next-genera-

tion bulk data transport between distributed scalable storage 

appliances and open a high-speed artery between data centers. 

For business this will dramatically improve the workflow ef-

ficiency in the industries that rely on high-speed file transfer, 

replication, or synchronization, and help make possible the 

promised “virtual data center” serving large data to clients and 

applications at global distances.

2. PERFORMANCE LIMITATIONS OF TCP OWING TO 

ITS CONGESTION CONTROL AND RELIABILITY, AND 

THEIR INTERDEPENDENCE

The inherent bottleneck in TCP performance has been noted 

in TCP’s worldwide practice in the past decades and also has 

been extensively studied in the literature, with many empirical 

and mathematical formulas to approximate its throughput 

[2, 3]. Figure 1 shows the throughput of TCP based upon one 

of these theoretical studies and also the actual throughput 

measurements of SCP, FTP, and RSYNC between two Ubuntu 

9.10 (Karmic Koala) Linux servers under varied path delays and 

packet loss ratios. Notably, TCP’s throughput drops to below 

10% of the maximum when round-trip time (RTT) is increased 

to 300ms or the packet loss is increased to 5%. This throughput 

drop becomes more pronounced when both RTT and packet 

loss compound together, a more typical scenario in wide area 

networks. For example, as shown in Figure 1, in a WAN with 

RTT and packet loss ratio equal to 100ms and 1% respectively, 

the throughput drops below 10% of the maximum. Indeed an 

average of approximate 10Mbps throughput might be large 

enough to fully utilize the bandwidths of the majority links in 

the Internet 20 years ago. However, with the advancement 

of transport technologies and faster terrestrial and wireless 

networks across the long distance, TCP’s artificial bottleneck 

limits our communication capacity and waste available 

bandwidth, leaving it idle even when there is no congestion.

Figure 1: Throughputs of TCP Reno, SCP, RSYNC, and FTP

It is well noted that these inherent “soft” bottlenecks are 

caused by TCP’s Additive-Increase-Multiplicative-Decrease 

(AIMD) congestion control algorithm [4], which slowly probes 

the available bandwidth of the network by increasing the 
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transmission rate linearly until packet loss is detected, and then 

exponentially reduces the transmission rate (see Figure 2). 

However, it is less noted that other sources of packet losses, 

such as losses due to the physical network media or even 

misconfiguration of firewalls, not associated with network 

congestion, equally reduce the transmission rate. Moreover, TCP 

AIMD itself inevitably overdrives the network in its bandwidth 

detection process by ramping up the transmission rate until 

loss occurs, and thus also contributes to packet losses, leading 

to a self-induced bottleneck for itself. In some cases, such as 

multiple parallel TCP flows sharing a bottleneck, this protocol 

self-induced loss can actually surpass loss from other causes 

(e.g. physical media) and turn a loss-free communication 

channel into an unreliable channel with an unpredictable loss 

ratio!

Figure 2: TCP Reno’s AMID and HSTCP’s modified AIMD

To be clear about the effect of AIMD on TCP performance, we 

study a single non-congestion-related packet loss and its impact 

on the throughput of TCP Reno [5]. Assume that the TCP window 

size is reduced by half on each packet loss, then for a Gigabit 

network with 1% packet loss ratio and 100ms round trip delay, 

every single packet loss will cause the sending rate to reduce to 

one half of its pre-packet-loss value. This will take approximately 

1Gbps ÷ 8(bits/byte) ÷ 1024 (bytes/ packet) × 100ms × 0.5 (drop 

ratio/loss) × 100ms ≈ 610.4 seconds (over 10 minutes!) for the 

sender to recover the original sending speed (1Gbps) before the 

packet loss event. During this recovery period, TCP Reno loses 

about 610.4× 1Gbps × 0.5(drop ratio/loss)/2 ≈ 19.1GB throughput. 

In the real wide area network, the actual throughput loss will be 

even larger since RTT can be larger due to network queuing, 

physical media access, link layer scheduling and recovery, etc. 

Thus it typically takes longer than 610.4 seconds for the sender to 

recover. This throughput loss is actually just for a single loss event. 

Multiple consecutive packet losses will reduce the throughput 

even more. A quote from Internet Engineering Task Force (IETF) 

bluntly puts the effect in this way:

“Expanding the window size to match the capacity of an 

LFN [long fat network] results in a corresponding increase 

of the probability of more than one packet per window 

being dropped. This could have a devastating effect upon 

the throughput of TCP over an LFN. In addition, since the 

publication of RFC 1323, congestion control mechanisms based 

upon some form of random dropping have been introduced 

into gateways, and randomly spaced packet drops have 

become common; this increases the probability of dropping 

more than one packet per window. ”

As we describe in “Aspera FASP High Speed Transport: A 

Critical Technology Comparison” [5], reducing the multiplicative 

back-off ratio of TCP Reno as in High Speed TCP (HSTCP) [6] 

may mitigate this performance loss but this tuning still leads 

to 1.2GB throughput lost for each single packet loss following 

the same calculation as the above (note that HSTCP has packet 

losses 4 times of TCP Reno though, as shown in Figure 2), 

and also aggressively impacts the performance of standard 

TCP. High-speed commercial TCPs such as FAST TCP [7], can 

be made fair to standard TCP but dramatically compromise 

throughput over networks with higher round-trip delays and 

packet losses. As a result, we believe for wide area bulk data 

movement, the underperformance of TCP cannot be simply 

addressed by tweaking and tuning of TCP parameters or even 

creating new TCP congestion control algorithms altogether.

Instead, we take a fundamental approach on both sides: First, 

understand the unstable nature of TCP’s loss-driven congestion 

control, and second, decouple this congestion control and 

the reliability assumption in TCP, which itself restricts data 

throughput by imposing an in-order delivery requirement 

on every application that utilizes it. Indeed, the unstable 

congestion control and the reliability in TCP both significantly 

limit the throughput. The instability of loss driven-based 

AIMD has been extensively studied in the literature, which is 

fundamentally caused by a one-bit feedback control system 
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with large quantization errors. The reliability and its coupling 

with congestion control are, however, more complex and 

damaging to bulk data throughput than they appear to be.

TCP reliability control guarantees no data loss for the 

applications above it. The TCP sender immediately resends 

dropped data after it is notified by either the receiver’s 

accumulative ACKs, or NAKs, or a sender side time-out elapses 

[8]. Besides the retransmission of lost packets, TCP reliability 

also guarantees a strict in-order packet stream, from the 

familiar “sliding window” based sending process. Until a missing 

packet is successfully acknowledged, the TCP sender stalls 

new packets (stored temporarily in the kernel memory) from 

admission to the network. On the receiver side, TCP keeps 

storing incoming packets in the kernel memory until the missing 

packet is received and then delivers the entire window to the 

application.

Retransmission of unacknowledged data is more urgent and 

given first priority, and the sending of new data thus must slow in 

concert. To make matters worse, on every packet loss event, the 

TCP congestion control algorithm reduces the sending window, 

which dramatically slows down packet sending. The sliding 

window essentially freezes until the high priority lost packets are 

retransmitted to the receiver and acknowledged. If the application 

using TCP does not require in-order delivery within the window, 

this waiting for the retransmitted packets to fill “holes” in the byte 

stream at the receiving end unnecessarily stalls the application, 

not to mention that the multiplicative decrease of the window size 

slows the transmission rate in the process!

Based upon the above analysis, there are two major gaps in the 

TCP design:

• First, the strict in-order byte stream delivery required 

by some applications is a detrimental lowest common 

denominator for applications that do not require strict byte 

ordering, at least not on the scale of the TCP window size. 

For example, in the reliable transmission of large “bulk” 

data, out-of-order packets can be consumed or written to 

disk without necessarily waiting for any lost packet. 

• Secondly, the sliding TCP sending window and loss-

based acknowledgement mechanism thoroughly couples 

the reliability and congestion control and penalizes the 

outstanding packets stalled in the TCP window (the 

waiting queue), by shrinking the queue to slow down the 

sending rate! This coupling of the reliability and congestion 

control through a single “queue” creates an insurmountable 

throughput bottleneck over WANs with packet loss.

These problems expose a large functionality gap between TCP 

(a fully reliable protocol) and UDP (an unreliable transport), 

the only two protocols available in the transport layer today. 

The majority of bulk data transfer applications require reliable 

delivery and yet with TCP as the only present option, there is 

a gaping need for a next generation transport protocol that 

decouples reliability and congestion control by eliminating the 

unique inter-dependence of packet loss and the sliding window.

In the next section, we describe how Aspera FASP breaks the 

bottleneck and strictly separates reliability and congestion 

control by maintaining two separately managed control 

systems for reliability and congestion control (instead of just 

one as with TCP sliding window) — one for the management of 

retransmission and one for the management of transmission rate.

3. NEW RATE-BASED DATA TRANSMISSION   

TECHNOLOGY IN FASP TO OVERCOME THE   

BANDWIDTH INEFFICIENCY

In this section, we describe the new rate-based data transport 

technology FASP (Fast and Secure Protocol) to address the 

aforementioned challenges faced by TCP and show how it 

overcomes the bandwidth inefficiency. FASP, as a bulk data 

transmission protocol, is designed to fill the gap left by TCP 

in providing reliable transport for applications that do not 

require strict in-order byte-stream delivery and completely 

separates reliability and congestion control. It uses standard 

UDP in the transport layer and achieves desired congestion and 

reliability control decoupling in the application layer through a 

theoretically optimal approach that retransmits precisely the 

real packet loss on the channel. Due to the decoupling of the 

congestion control and reliability, new packets need not slow 

down for the retransmission of lost packets as TCP-based byte 

stream does. Data that is lost in transmission is retransmitted at 

a rate that precisely matches the available bandwidth inside the 

end-to-end path with zero duplicate retransmissions [5].
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3.1 RATE-BASED CONGESTION CONTROL WITH   

PACKET DELAY AS CONGESTION FEEDBACK

From the perspective of congestion control, unlike TCP, 

which uses packet loss as the main congestion indication, 

the rate controller in FASP employs packet delay or more 

precisely round trip time (RTT) as the main signal for 

congestion feedback. For universal applicability to end-to-end 

environments, no router- supported congestion feedback such 

as early congestion notification (ECN) [9] or random early 

detection (RED) [10] is employed in the design to enhance the 

throughput performance.

The congestion control of FASP employs a rate-based design 

instead of a sliding window-based rate approximation. 

Based upon the calculated rate, packets are scheduled for 

transmission. The rate calculation follows Frank Kelly’s seminal 

work on rate control [11], which presents a network as a 

shared resource providing utility to its current end user flows 

expressed in terms of a flow’s transmission rate relative to a 

congestion price caused by the addition of the flow. Each link in 

the network has a fixed capacity, and based on its congestion 

and queue size, generates a congestion price (such as a 

queuing delay at a given router). The link price is sent back to 

each data source as an aggregate congestion price (a total 

queuing delay). The rate controller is designed to bring a flow’s 

rate to an equilibrium value that maximizes the sum of the

Figure 3: Network flow control model

utilities of all of the flows sharing the network, while complying 

with the capacity constraints on each link.

The model determines congestion price from packet delay or 

more precisely packet round trip time, following the argument 

that packet delay is a more information-rich congestion signal 

than packet loss. Compared with the naturally “continuous” 

quality of packet delay, packet loss is a binary signal with 

large quantization error – it may be caused by a host of non-

congestion related sources, such as buffer overflow, or random-

early-detection based packet dropping, packet corruption, 

receiver cache overflow, or firewall, etc. On the contrary, packet 

delay however, is essentially a continuous signal revealing the 

subtle continuous congestion status inside a router (at the level 

of millisecond) and along an end-to-end path. Unlike TCP’s 

loss-based rate control where the sender repeats an oscillating 

bandwidth detection and rate backing-off (noting that the 

exact shapes of oscillations can be changed by the congestion 

controller and thus overall throughput may be improved to a 

limited sense), the delay-based rate controller can achieve a 

stable rate under a wide range network conditions [7, 12].

3.2 DECOUPLED RELIABILITY AND CONGESTION 

CONTROL

Employing packet delay for congestion control also plays a key 

role in eliminating the coupling of reliability and congestion 

control that plagues TCP and is avoided in FASP. In TCP, the 

reliability uniquely uses packet loss (detected either by explicit 

notification or time out) to determine which data to retransmit. 

The same packet loss signal also directs congestion control on 

how fast to send the outstanding packets in the sliding window. 

Thus, the reliability and congestion control inevitably intertwine 

together, and as we have discussed in the previous section, this 

directly leads to the under-performance of the TCP and the 

application protocols based upon it.

In contrast, the FASP reliability control that retransmits lost 

packets does not impact the targeted transmission rate used 

by the congestion control. FASP relaxes the strict in-order 

reliability constraint for applications that do not require it 

(such as file transfer) by introducing a separate control system 

for retransmission, which manages the retransmission of 

dropped data without impacting the sending rate. Like the 
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congestion control system, which targets the maximum sending 

rate possible without creating sending cost (in the form of 

congestion), the retransmission control system retransmits lost 

data as fast as possible without creating retransmission cost (in 

the form of duplicate/ unneeded retransmission). This design 

effectively separates the single outstanding queue of packets 

in TCP — which can be simultaneously stalled by the reliability 

algorithm and shrunk by the congestion control algorithm 

— into two venues, one devoted to reliability and the other 

devoted to sending, both of which are optimized to achieve the 

highest possible effective rate without cost. We further discuss 

this cost model for assessing performance in Section 3.5. Finally, 

while FASP relaxes the strict in-order delivery requirement of 

TCP, it is designed for best-effort in-order delivery in several 

aspects, such as maintaining an adaptively-sized receiving 

cache, to maximize sequential writing of received data to disk, 

as sequential throughput is typically faster than random writing 

throughput for most storage appliances and file systems.

In summary, FASP realizes the decoupling of the reliability 

and performance, on one hand by adding an additional 

retransmission queue for reliability which will not interfere with 

the sending process of new packets, and on the other hand 

by employing packet delay as a separate feedback signal for 

congestion control. This best-effort in-order, reliable delivery 

with arbitrarily high transmission rates frees bulk data transfer 

applications to achieve maximum speed on today’s networks.

3.3 ADVANCED BANDWIDTH SHARING AND           

MANAGMENT

In addition to efficiently utilizing available bandwidth, FASP also 

includes more advanced bandwidth sharing and management 

features such as intra-protocol fairness, transfer prioritization, 

inter-protocol friendliness, and aggregate bandwidth restraint. 

With these features, FASP allows applications to build 

intentional control in their transport service. For example, 

the built-in response to network congestion proves a virtual 

“handle” to allow individual transfers to be prioritized/

de-prioritized to meet application goals, such as offering 

differentiated bandwidth priorities available to concurrent FASP 

transfers. FASP enables concurrent flows sharing a bandwidth 

resource to automatically obtain differentiated shares of the 

available bandwidth by allowing the utility function – the utility 

of transfer rate achieved relative to congestion cost – to be 

varied. For example, assume two flows share a bottleneck 

bandwidth, and we want to allocate one third of bandwidth 

to the first user, and two thirds of bandwidth to the second 

user. Assuming that the first user employs the utility function 

in its rate controller, the second user can then configure its 

utility function. In this way, the second user’s sending rate will 

be twice that of the first user regardless of how much other 

traffic comes and goes, or the capacity of the bottleneck link. 

An intuitive explanation is that the utility function ultimately 

determines how senders respond to the congestion price 

such as packet RTT. If one sender is willing to “pay” more for 

bandwidth than the other, meaning has a higher priority, by 

responding to a delay decrease more aggressively than the 

other sender, the sender will grab more bandwidth. FASP 

lets users and programs explicitly configure the weights of 

the utility functions, and thus allows advanced bandwidth 

management from Aspera applications and through the APIs.

The adaptive rate control and the congestion price update 

are not limited to only utilizing the full link bandwidth. It 

can actually be employed to allocate any amount of the link 

bandwidth, such as to allow FASP flows to share a portion of 

link bandwidth while leaving the rest of bandwidth for other 

types of network traffic, a capability referred to as virtual link 

control. This patent-pending technology is useful in a wide 

range of scenarios in which applications desire to cap the 

aggregate bandwidth used by a group of transfers or by a 

server or server cluster, and assign relative priorities to flows 

within the group: Applications such as premium download or 

file delivery services, QoS-style control to protect real-time 

video or VOIP concurrent with high-speed file transfers, and 

enterprise bandwidth management are possible.

FASP virtual link control utilizes the same adaptive rate control 

system to rate-limit senders to a target virtual link value. 

However, the virtual link controller cannot rely directly upon 

real feedback from a router at an aggregate point, and thus 

calculates a virtual queue feedback through the distributed self-

coordination of flows within the group. Through local broadcast 

communication these flows calculate their aggregate sending 

rate, and compare the aggregate rate to the virtual bandwidth 
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target value to infer a virtual queuing delay. Note that a major 

advantage in this design over traditional network QoS is that no 

real router is involved in the bandwidth control and each sender 

itself actually performs both the rate and queue calculations 

in a distributed fashion. Without any actual router involved 

(thus still being end-to-end), FASP flows are able to rate-limit 

themselves to cap the aggregate throughput below the actual 

link bandwidth and give individual flows higher relative priority. 

High flow stability is achieved through taking full advantage of 

the available information, such as the virtual buffer occupancy, 

equivalent to traffic load on a router.

An important consideration in the design of the delay-

based adaptive rate control features in Aspera FASP is the 

elimination of unrelated interference from congestion on the 

reverse network path, a very common problem for example, 

if an upload and download are simultaneously traversing the 

same network. Congestion caused by the download will skew 

the round trip time measurement for packets on the upload 

path, even though the download traffic has no impact on the 

bandwidth resource available to the upload (assuming a full 

duplex network). Recognizing this, FASP employs a precise 

one-way delay measurement, designed to cancel the clock 

skew between sender and receiver systems, in the delay-based 

congestion price for a more precise rate adjustment.

3.4 PERFORMANCE MEASUREMENT

We have discussed the features of FASP that allow it to achieve 

arbitrarily high performance over networks with high round-trip 

delay and packet loss. In this section, we will quantify the way that 

we measure FASP’s performance. (For a detailed discussion of 

this model comparing FASP to high-speed TCP implementations 

and UDP data blasters, please refer to “Aspera FASP High Speed 

Transport: A Critical Technology Comparison” [5].)

Specifically, we define the sending cost and the receiving cost 

to measure the transmission efficiency:

and define the effective rate to measure bandwidth efficiency:

For a simple file transfer as an example, the above can be easily 

quantified by answering the following questions:

• How many bytes are to be sent? This is for “actual useful 

bytes” in calculating the receiving cost and the effective 

rate.

• How many bytes are actually sent? This is for “total bytes 

sent” in calculating the sending cost.

• How many bytes are actually received? This is for “actual 

bytes received” in calculating the sending and receiving 

costs.

• How long has the transfer taken? This is for “time taken to 

transfer” in calculating the effective rate.   

As shown in [5], these costs are the key measures of a 

high-speed transport’s efficiency, and illustrate why naïve 

protocols that appear to “fill the pipe” actually result in low 

effective transfer rates. The sending cost is an expression of 

the proportion of data transmitted that exceeds the available 

bandwidth of the network or the receiver, and results in packet 

drops at the bottleneck router or the receiver. The receiving 

cost is an expression of the proportion of data received that 

has previously been received and is not needed, sometimes 

referred to as duplicate retransmission. Large values of these 

costs can essentially drive the network to an operational point 

where network utilization (defined as throughput divided 

by bandwidth) is close to 1 — the pipe appears “full” — but 

the network efficiency (defined as effective rate divided by 

bandwidth) is as low as 15% or less!

For example, in [5] we show that the sending and receiving 

costs for a prototypical UDP data blaster available as open 

source transmission protocol, and repackaged in several 

commercial products, are extremely large over networks with 

even 100 ms round- trip delay and 1% packet loss, and the costs 

accrue for more distant WANs (higher RTT and loss rates), and 

concurrent transfers. The blaster protocol dumps as much as 

13GB to 15 GB data to some networks in order to successfully 

deliver a less-than-1GB file!
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Similarly, in the same paper, we show that Aspera FASP 

maintains a virtually ideal sending cost equal to the packet 

loss probability of the network, and holding independent of 

round-trip delay, e.g. for a network with 5% packet loss, and 

500 ms RTT, the sending cost is consistently 5%. Similarly, 

over the same conditions, the receiving cost of FASP is also 

virtually zero, meaning virtually no received data is a duplicate 

retransmission — all received data is either original or a needed 

retransmission. The upshot of this efficiency is that FASP not 

only fully utilizes the available bandwidth, but also achieves 

nearly 100% “goodput”. For business, this mean valuable 

bandwidth is used as efficiently as possible, and data transfers 

are as fast as possible,  regardless of the WAN conditions (RTT 

and packet loss ratio), and link capacity.

Note that the performance measurement considers the full 

spectrum of today’s wide area networks, which have round-

trip times ranging from 10 ms to 500ms+, and packet loss 

ratios of nearly 0 to 5% and more, depending on the number 

of hops and media. Link capacities vary from 56Kbps modem 

connections to 10Gbps WANs over fiber. In most WANs, round-

trip time and packet loss increase in combination, and packet 

loss itself is often more than 1% due to many reasons – number 

of network hops, bit errors on the media, and even TCP-induced 

packet loss due to its loss-based rate control. As we show in [5], 

most “acceleration” technologies, if they provide benchmarks 

at all, will not list performance for conditions exceeding 1% 

packet loss or in combination with high RTT. For example the 

“accelerated” TCP protocols in commercial WAN acceleration 

devices underperform significantly when the RTT and packet 

loss are not negligible. In the upcoming Section, we study FASP 

over the fastest 10Gbps WAN with worst-case global Internet 

conditions.

4. BEYOND THE WAN - THE “LAST FOOT” OF THE 

DATA MOVEMENT TO THE STORAGE APPLIANCE

By removing artificial bottlenecks in the network portion of 

high-speed transport and freeing up full link bandwidth to end 

users, FASP has also exposed emerging bottleneck points in 

disk IO, file systems, and CPU scheduling, etc, which inevitably 

create new hurdles as the transmission rate is pushed to the 

full line speed especially in multi-Gbps networks. Typically 

these bottlenecks exist on the data pathway between the 

WAN interface on the computer performing the data transfer 

and the storage appliance, either directly attached or network 

attached. In this section we describe these new bottlenecks, as 

observed in our engineering practice of FASP including testing 

with five leading storage vendors, and the capabilities in FASP 

to mitigate their negative effects. Specifically, we describe how 

beyond the conventional notion of high-speed transfer over 

the WAN, FASP also provides a disk/ storage rate adaptation 

mechanism and other system-oriented features to fully utilize 

end system capacity in fast file transfer when the storage 

pathway or computer system is relatively slow. 

4.1 DISK/STORAGE RATE ADAPTATION

The major bottleneck in the last foot of data movement is disk 

IO. With the significant advancement of network capacities, 

especially the emergence of 10Gbps WAN technologies, disk 

slowness now emerges as a bottleneck to limit the ultra-high 

speed transfer of file based data and access to large data at 

breakthrough speeds. The bottleneck occurs not only because 

the total storage throughput capacity is less than the WAN 

capacity, but even more typically, because the available storage 

throughput, given the present load in servicing concurrent 

applications, is less than the WAN capacity. This is especially 

true for the bulk data transfer applications writing to a disk that 

is, at the same time, servicing some data intensive applications 

such as video editing or heavy data processing. Furthermore, 

the well-documented and very poor performance of network 

file systems, such as Windows CIFS, over even local area 

networks, creates a severe bottleneck at even lower throughput 

points – sometimes less than 100Mbps even in a LAN.

Noting that in these cases disk IO is a shared resource to be 

allocated between FASP transfers and other applications, just 

as network bandwidth is allocated through its congestion 

control, FASP employs similar principles in an innovative rate 

control for storage. As in the network based congestion control, 

the storage rate control drives each FASP flow to an optimal 

rate relative to the congestion price caused by its use of the 

available storage resource. However, unlike a computer network 
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where the link bandwidth is typically fixed, and the available 

bandwidth varies as concurrent applications contend for the 

shared bandwidth, the writing capacity of a storage appliance 

is in general time-varying on a very fine time scale, while the 

available capacity varies on a longer time scale based on 

contention from concurrent applications.

In fact, the instantaneous storage write speed is often inexplicit, 

volatile and determined by the operating system or the 

implementation details of the network file system (see Figure 

4). We regard it as an uncontrolled input that varies with 

time. The storage-based rate control in FASP adapts to this 

highly volatile throughput on a fast time scale through a local 

feedback system within the receiver, and to the overall changes 

in available capacity using a second long time scale control 

system. The goal of the long time scale mechanism is to track 

the slow I/O throughput change once it becomes a bottleneck, 

and stabilize the amount of data pending in the FASP receiver 

waiting to be written to disk, to maximize storage throughput. 

This applies to a single transfer as well as multiple transfers. 

This approach enables a FASP transfer to simultaneously 

adapt to the available network bandwidth as well as the disk 

bandwidth – both fast disk speed changes, and the relatively 

slower changes in throughput.

Figure 4: Instantaneous disk throughput measured in unit 
of Megabits per second (Mbps) for a process continuously 
writing to local disk (using the Ubuntu Linux with standard 
10,000 RPM SATA drive).

Figure 5 shows an overview of the I/O driven disk adaptation 

and how it integrates in the FASP data transfer session. The 

main components of the system include a rate controller, a 

receiver side data cache, and feedback module for managing 

fast adaptation to instantaneous changes in disk capacity.

Typically the receiver side storage device can perform the 

write operation faster than the network speed. Thus the cache 

is either empty or only slightly occupied. However, the disk 

write throughput may be dramatically reduced and not be 

able to keep up with the data arrival rate from the network 

when it is highly loaded by other concurrent applications. Or 

the network speed may dramatically increase as bandwidth 

becomes available, and the network throughput exceeds the 

overall disk storage writing capacity. In both scenarios, data will 

be accumulated inside the cache until it overflows and results 

in packet loss. The storage rate controller acts to prevent such 

overdrive and potential stalls by continuously measuring the 

cache occupancy and computing an adjusted transmission 

rate fed back to the sender, in a manner similar the network 

congestion control. The following Figure 6 illustrates how a 

combination of long and short time scale adjustments work 

together to stabilize amount of pending data in the FASP 

receiver cache and maximize throughput to storage.

Figure 5: I/O driven disk adaptation in FASP

FASP’s I/O driven rate adaptation co-exists with the network 

congestion control that periodically adapts to the network 

bottleneck, and the virtual link control that manages bandwidth 

usage. The three modules run in parallel and update their 

transfer rates independently. 

The overall transfer rate at a given time will be the minimum 

of the three individual calculated rates. The rationale of the 

minimal rate criterion is to limit transfer rate according to the 
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bottleneck that is most congested. This prevents a transfer 

session traversing several bottlenecks from being penalized 

multiple times due to congestion on each bottleneck.

Table 1 shows FASP performance with this disk rate adaptation 

feature on. The amount of packet loss is curtailed to less than 

5% and the overall throughput matches the peak throughput of 

the disk capacity. Moreover, multiple running transfers share the 

effective disk bandwidth.

Figure 6: Receiving cache before and after disk rate 

adaptation applied

Table 1. FASP performance with disk rate adaptation feature

5. MULTI-GBPS WAN TRANSFERS BETWEEN DISTANT 

STORAGE APPLIANCES - JOINT PERFORMANCE 

TESTING WITH LEADING STORAGE VENDORS

In this section, we review a set of testing results for Aspera FASP 

used in conjunction with IP storage appliances from several 

leading storage vendors, to transfer large data over global 

wide area networks with capacities ranging from 45 Mbps to 

10 Gbps. This work has been a joint effort between Aspera and 

these vendors to validate data transfer performance, identify 

and overcome bottlenecks, and recommend engineering best 

practices to achieve breakthrough WAN transfer speed.

In these tests, the data is transferred using Aspera FASP 

software running on commodity Linux computers, at a speed 

more than 1Gbps (or at bandwidth capacity, if lower), between 

distant storage appliances. The data originates on a SAN or 

NAS-based storage appliance, and is transferred via the end 

system computer, through a wide area network to another SAN 

or NAS- based storage appliance at the other end of the WAN. 

The tests utilize very large single files (typically more than 25 

GB, intentionally greater than the cache sizes on the end system 

computers, to eliminate any caching benefits) and very large 

sets of small files (typically totaling over 40 GB). Wide area 

network conditions are varied up to worst-case global Internet 

conditions (300 ms RTT and 5% packet loss ratio) through the 

use of a network emulator.

As discussed in the previous sections, for high-speed wide 

area transfers, with FASP eliminating the first-order network 

throughput bottlenecks of TCP-based protocols, the second-

order bottlenecks can be anywhere from the storage 

appliance, through the network file systems and CPU/interrupt 

processing of the end system computer, sender or receiver 

side. To systematically identify and eliminate the root causes 

of bottlenecks, multiple diagnostics were applied throughout 

testing including verifying the network link speed (with 

tools such as iperf [13]), the storage and network file system 

throughput, both sequential and random access (with the 

storage benchmarking tools such as Iozone [15]), and CPU 

load and interrupt processing (with tools such as top). These 

transfer benchmarks are thus not the test of a single high speed 

feature but all the features of FASP as a whole, as well as the 

capabilities of the storage system and network file system.

12
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5.1 EXPERIMENTAL SETUP

FASP is used to transfer a single multi-gigabyte file (e.g. 80GB 

file), either downloading from a remote server or uploading 

to it. To verify transfer efficiency for small files, we also test 

downloading or uploading of a set of 100,000 to 200,000 

small files (e.g., of size between 2MB and 10 MB each), with 

an aggregate volume of more than 40 GB and a Gaussian 

distribution of the individual file sizes. The mean size of the 

small files is 5MB and the variance in size is 2MB.

Aspera software runs on Linux computers connected to the 

storage locally, or directly on the storage in the case of a 

clustered storage vendor. In all cases these “Aspera hosts” 

are connected via 10Gbps Ethernet NICs on either side of a 

10Gbps WAN created by a network emulator. Different WAN 

environments specified by varied bandwidth (e.g. DS3, OC3, 

Gigabit Ethernet, and 10 Gigabit Ethernet), round trip times 

(e.g. 10ms, 100ms, 300ms), and packet loss ratios (0.1%, 1%, 

5%) are configured through the LinkTropy 10G WAN Emulator 

from Apposite Technologies [14], which is employed to emulate 

typical metropolitan, coast-to-cost, transoceanic, and satellite 

file transfer environments.

The data to be transferred is stored in one of three 

configurations, representative of the three types of storage 

systems tested:

(a) Classic NAS – The Aspera host accesses the storage over 

NFS. The data is read from the storage appliance over NFS and 

then transferred across the WAN to the remote Aspera host, 

also accessing the destination storage over NFS. In the Aspera 

host, one 10GbE NIC is used for I/O with the storage appliance, 

and another 10GbE NIC is used for WAN data transfer (See 

Figure 7a below).

(b) Hybrid NAS – The Aspera host accesses the storage over 

a hybrid NAS protocol, where metadata traverses NFS but the 

actual data stream moves over fiber channel. The Aspera hosts 

each use one 10GbE NIC for metadata transfer with the storage 

system, a fiber channel host adapter to transfer the block-based 

data stream with the storage system, and a 10GbE NIC for the 

WAN data path (Figure 7b below).

(c) Clustered Storage – The Aspera software runs natively on 

the storage cluster, reading and writing data directly to and 

from its file system, and transferring the data over the WAN to 

Aspera software running on a remote cluster.

Throughout the next section, we may note the throughput 

differences among the three storage system types. The reader 

should be aware that each storage vendor provided only one 

class of device within their product lines, and thus the devices 

may not represent comparable product configurations and 

the throughput differences should not be used to conclude 

any specific performance comparisons among the storage 

system architectures. A rigorous comparison among the 

storage architectures is more complex and beyond the scope 

of this paper. Instead the results are intended to demonstrate 

the capability for breakthrough transfer speeds and the best 

practices for achieving these with each storage system.
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5.2 EXPERIMENTAL RESULTS

Table 2 (a), (b), (c) and (d) present the overall performance of FASP with different storage appliances in varied WAN conditions. For an 

easy comparison with other transmission protocols, we also append partial data from Figure 1 to this FASP throughput Table.

Table 2. FASP Throughputs on NAS, Hybrid NAS (HNAS) and Cluster over varied WAN conditions

(a) Single large file, <1Gbps WAN Performance

(b) Single large file, 1Gbps WAN performance
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(c) Single large file, multi-Gbps WAN Performance

(d) Small files with 5MB mean size, multi-Gbps WAN performance

The comparison of FASP, SCP, RSYNC, FTP and TCP in Table 2 demonstrates that FASP eliminates the TCP bottleneck for the bulk 

data transmissions and improves the throughput by a factor up to thousands. The overall throughputs below 2Gbps for the majority of 

transfers in Table 2 (c) and (d) reach the limit of single CPU core’s processing capacity for a reader or writer (as verified with Top). FASP 

provides an option to run parallel concurrent sessions to transfer one file or file set, where each session transfers a portion of the data 

and uses one CPU core, to take advantage of multiple-core architectures and achieve higher throughputs. Table 3 shows the improved 

overall throughput obtained by running FASP in this mode, with 4-8 transfer sessions.
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Table 3. FASP Throughput for a single large file on NAS, Hybrid NAS (HNAS) and Cluster over varied WAN conditions with 4-8 sessions

(a) Single large file, multi-Gbps WAN performance

(b) Small files with 5MB mean size, multi-Gbps WAN performance
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5.3 BEST PRACTICES LEARNED FOR MAXIMUM 

PERFORMANCE

Separating Network and I/O Interrupts — At the speed of 

multi-Gbps, interrupts from network and storage devices can 

contend severely on CPU, and the automatic load balancing of 

interrupts among different CPU cores by the operating system 

causes applications such as FASP to be move continuously 

from one core to another and degrades throughput. To prevent 

this and effectively stabilize FASP on one or multiple cores, in 

our testing, we assigned one dedicated core to deal with the 

interrupts on the WAN side and another dedicated core to deal 

with the interrupts on the storage appliance side. We note that 

assigning specific interrupts to dedicated cores improves the 

overall throughput by approximately 10%-15%.

Validating Storage Throughput with IOzone — Note that Table 

3 suggests another bottleneck (e.g., below 3.2Gbps for hybrid 

NAS on a single file transfer), which is indeed limited by the 

overall storage throughput capacity. In general, we can verify 

the storage throughput capacity with benchmarking tools 

such as IOzone [15]. For an accurate measurement of actual 

storage throughput achievable for a bulk data transfer protocol, 

testing should use a large data size at least twice the size of 

the host system file cache to avoid only accessing data in the 

cache, and both sequential and random access speeds should 

be measured. Measuring both sequential and random access 

speeds will provide us with an upper and lower bound of the 

FASP throughput when the network is not the transmission 

bottleneck. The exact throughput by which FASP can read 

or write from/to the storage will however depend upon the 

randomness of data accessing, which is directly caused by the 

delayed retransmission of lost packets and thus determined 

by the WAN parameters such as packet round trip time and 

loss ratio. When the network condition deteriorates with 

higher packet delay and loss, the ratio of the random access to 

sequential access will grow. (FASP uses a best-effort sequential 

transmission to minimize random access.)

Operating System and Storage Appliance Configuration — In 

the experiments, we also noted that certain configurations of 

the operating system and the storage appliance can improve 

the overall storage throughput capacity. This again will help 

FASP achieve a higher overall throughput when the network is 

faster than the storage appliance. For the sender-side storage 

system for example, parameters such as the read-ahead queue 

and IO depths are important because they determine the 

aggressiveness of fetching data from the storage appliance. 

For the Hybrid NAS scenario, the read and write cache sizes 

on the storage appliance were tuned for maximum speed in 

collaboration with the vendor. On the receiver’s side, increasing 

the size of the storage writing cache and the frequency for 

dumping dirty data are also important. The former tuning 

helps to mitigate the burstiness of disk I/O and the latter 

helps to avoid long stalls in the IO from the storage client 

caused by flushing large amounts of data to the storage server. 

For example, in the Classic NAS scenario, the Linux system 

file caching management policy was configured to reduce 

vm.dirty_ratio and vm.dirty_background_ratio, a particularly 

important configuration in the Classic NAS testing to eliminate 

periodic NFS pausing in high speed data transfer [16].

In summary, through this series of experiments, we have 

demonstrated the high performance of FASP for large data 

set WAN transfers with the representative systems from 

leading storage vendors. The typical experimental setups were 

described for data transmission between classic NAS, as well 

as between Hybrid-NAS and between clusters. The results 

include single and concurrent transfer speeds for single files or 

aggregate small files for varied WAN conditions from 10 ms to 

300ms RTT and 0% to 5% packet loss ratios.

With the proper infrastructure, FASP is capable to move 

petabyte data on a daily basis over commodity global IP 

networks (1PB/24hr=104.2 Gbps which requires approximate 

50 FASP transfers globally at 2.1Gbps).

6. CONCLUSIONS 

The paper introduces Aspera FASP in the context of ultra-high 

speed WAN data movement. Through its design model and 

performance validation testing with leading storage vendors, 

we can see FASP as a next-generation protocol for reliable 

data transfer in file systems and applications that are presently 

impaired by the poor performance of TCP. As an application 

layer transmission protocol, FASP not only overcomes the WAN 

data movement bottleneck, but also maximizes and stabilizes 

the throughput to local or network attached storage appliances. 
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FASP demonstrates end-to-end WAN data movement speeds 

that are hundreds or thousands of times faster than today’s 

network file systems or transfer protocols over the emerging 

10Gbps wide area networks and offers an exciting, ultimate end-

to-end solution for data migration, disaster recovery, workflow 

optimization and management in varied industries such as 

media entertainment, pharmacology, academia, government, 

and national laboratories. In the engineering of FASP, many 

optimizations have emerged that are indeed beyond the 

conventional mindset about TCP optimization, which is mainly 

restricted to the computer network or even more narrowly, 

to only congestion control. The development of FASP shows 

the importance of looking at seemingly isolated transmission 

features as a whole (e.g., reliability and congestion control), the 

computer system and computer network as a whole, as well as 

the theoretical analysis and engineering practice as a whole. 

FASP also suggests a new way to look at the benchmarking of 

transport performance, quantified by effective transport rate, 

sending and receiving efficiency, and bandwidth efficiency, 

under today’s global WAN conditions. These metrics quantify 

just what is required of a next-generation data transport 

technology to make possible seamless data access at distance, 

and underscores the key role FASP can play in realizing the 

“virtual data center” of the future.
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